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Abstract 
  
 The ability to browse and retrieve images based 
upon image content is of rapidly growing importance.  
This paper describes a Content-Based Image Retrieval 
(CBIR) system that combines dynamic, user-driven 
search capabilities.  The system’s ability to support both 
query-by-sketch and query-by-example is enhanced by 
the use of intelligent User Interface Agents (UIAs).  The 
UIAs use both neural networks and an expert reasoning 
system to assist with relevance feedback. In addition to 
describing the system, a new CBIR evaluation metric is 
presented.  Keywords – CBIR, User Interface Agents, 
Image Retrieval, User Interface 
 
 
I.  Introduction 
 
 Significant advances have been made in CBIR.  The 
current state of CBIR research can be found in a number 
of survey articles [1, 2, 3] and several books [4, 5].  
Despite this progress, current CBIR systems still suffer 
from a number of drawbacks.  This paper describes the 
work done to address two of these drawbacks – user 
interface design and performance evaluation.  The CBIR 
prototype system, Locating Images Easily (LIZY), which 
is used to evaluate this work, is also described. 
 Section 2 discusses the various CBIR user interface 
design and implementation strategies and their associated 
drawbacks.  Section 3 discusses the basic concepts 
underlying CBIR performance measurement and 
proposes a new CBIR evaluation metric.  Section 4 
outlines a new CBIR system, LIZY, which overcomes or 
at least reduces the drawbacks present in CBIR user 
interfaces.  Section 5, 6 and 7 present the test 
environment and the results achieved as measured by the 
new evaluation metric. 
 
2.  User Interface 
 
 The type of user interface utilized is a defining 
feature of a CBIR system.  Historically, four different 
types of user interfaces have been used in CBIR systems 
to resolve image queries: keyword searching, category 

browsing, query-by-example and query-by-sketch.  
Regardless of the type of interface that is employed, 
current CBIR user interfaces are much too complicated 
for average users [6].  In part because of this, the quality 
of results they produce tends to be low. 
 Many early CBIR systems such as ImageMiner [7] 
and ImageRover [8] as well as more recent systems [9, 
10, 11] rely on text-based queries.  It is clear that if 
sufficient text indexing is available some types of image 
retrieval tasks are easily performed using text input.  For 
example, a query for a specific type of flower is easily 
formulated by typing “flower” and the type of the flower.  
In addition text annotations can also carry important 
image content information that would be difficult to find 
using other mechanisms (e.g., the Latin name of a 
particular type of flower).  However, the fundamental 
drawback of text interfaces is that in most cases there is 
not enough textual information associated with the 
images in the search database.  In addition, even when 
sufficient text information is available, users may still 
want alternatives because the keyword text alone does 
not fully express their desired visual content.  For 
example, a florist could ask for images of “red flowers” 
but not for images of red flowers whose texture is similar 
to a particular flower in the display case (i.e., text 
information describing texture would typically not be 
available). 
 CBIR systems that use a browsing interface 
typically rely upon an image taxonomy.  This is the 
strategy used by most commercial image databases (e.g., 
the Corel Image database) and many WWW image 
search engines, for example Google’s Image Search 
(http://images.google.com), Lycos’ Multimedia Image 
Search (http://multimedia.lycos.com) and Altavista’s 
Photo Finder (http://image.altavista.com). An image 
taxonomy allows users to traverse a tree-like structure 
that eventually leads them to a set of possible images.  At 
each level in the taxonomy, users are presented with a 
series of categories from which they choose to browse.  
When the desired level of the taxonomy is reached 
thumbnail browsing is used.  Thus an image selection 
path may be Flowers-Rose-Red.  Figure 1 gives an 
example of how an image taxonomy might be 
constructed.   
 



 
 

Figure 1: Image Browsing Taxonomy 
 
 With thumbnail browsing a gallery of small, 
typically low resolution, images are presented to the 
users to examine.  Thumbnail browsing is a particularly 
useful tool if users have in mind the image they want, but 
not necessarily the contextual and/or textual information.  
PhotoFinder [12] and WebSeek [13] are both examples 
of CBIR systems that use thumbnail browsing. 
 Although a browsing interface provides a relatively 
user-friendly interface, it suffers from two significant 
drawbacks.  First, it can be time-consuming, less direct 
and somewhat inflexible in presenting search results.  
Secondly, images often contain many components.  
Placing these images into a taxonomy, while maintaining 
a reasonable number of subtrees, is virtually impossible.  
For example, the image in Figure 2 shows a wedding 
couple holding a bouquet of flowers in front of two cars.  
Deciding whether to classify this image in the flower 
subtree, the car subtree, in a newly created wedding 
subtree, or possible in some combination of these or 
other subtrees is entirely arbitrary. 
 
 

 
Figure 2: Difficult to Classify Image 

 
 In systems that incorporate query-by-example, the 
user selects one or more images and then queries the 
system for images that are similar.  In executing the 
query, query-by-example systems often present to the 

user either low-resolution or incomplete images that are 
representations of the actual images being sought.  For 
instance, if the set of images being searched contains 
pictures from a zoo, the system might index and display 
only the region of an image that actually contains an 
animal.  Many CBIR systems use query-by-example, 
including PicToSeek [14], QBIC [15], and Photobook 
[16].  An important advantage of the query-by-example 
interface is its ease of use.  However, a serious drawback 
of this approach is the difficulty in identifying what kind 
of similarity the user seeks in order to provide the 
example images. 
 In Query-by-sketch systems, users draw a sketch 
corresponding to the image in which they are interested.  
In addition, query-by-sketch systems typically allow the 
users to specify the features of the sketch that are 
important for the query (e.g., color, texture, and/or 
orientation).  Virtually all query-by-sketch systems focus 
on the form of the sketch (i.e., its syntax or image 
attributes) and on what the sketch actually represents (i.e., 
its semantics or meaning).  Blobworld/Blobsketch [17] 
and ImageScape [18] are examples of systems that use a 
query-by-sketch interface.  There are two inherent 
drawbacks to this type of interface.  One is the ability of 
the user to sketch (draw) accurately a representation of 
what he or she is seeking.  The other drawback is that 
although interface devices such as light pens and touch 
screens continue to improve technologically, users 
typically find drawing with the currently available input 
devices to be unnatural and awkward.  Despite these 
limitations, research has shown that if users understand 
the system’s preferences and have had practice drawing 
queries query-by-sketch can be an effective search 
paradigm [19, 20]. 
 
3.  Performance Evaluation 
 
 Accurately evaluating the performance of CBIR 
systems is necessary for continued productive and 
practical research and development.  Unfortunately, the 
establishment of a widely accepted, comprehensive 
CBIR evaluation methodology is still in its infancy [21]. 
 Recall (sensitivity) and precision (specificity) are the 
two most widely used text retrieval metrics [22].  Recall 
is defined as the number of relevant items/images 
retrieved divided by the total number of relevant 
items/images in the image database.  Precision is defined 
as the number of relevant items/images retrieved divided 
by the total number of items/images retrieved.  Lewis 
and Gale [23] define an often-used text retrieval metric 
knows as the F-measure.  The F-measure is a weighted 
combination of recall and precision and is defined as: 
 

(b + 1) P R / (P + R) 
 



where b represents an accuracy constant, P is the 
precision value, and R is the recall value.  The proposed 
metric for evaluating CBIR systems is based in part on 
this text metric. 
 Often when searching for an image, users are not 
looking for a specific image but rather an image that is 
“close” to some mental specification.  As a result, the 
user’s personal satisfaction is an important consideration 
when evaluating the performance of CBIR systems.  For 
this research, user satisfaction will be referred to as 
usability.  Usability is often defined as a combination of 
how easy the system is to learn, how easy the system is 
to use, and most importantly, the user’s overall 
satisfaction with the system’s performance (the results).  
This definition is consistent with the typical definition of 
usability [24].  Consequently, the user’s overall 
satisfaction (usability rating) will be one of the factors 
included in the proposed evaluation metric. 
 The proposed CBIR evaluation metric incorporated 
the F-measure metric with an accuracy constant of 1, the 
core concept of usability, and an efficiency (time) 
component.  The proposed evaluation metric is 
 

2 * P * R * U / (P + R + E + U) 
 
where P is precision, R is recall, E is efficiency (time to 
complete the task measure in seconds) and U is usability 
(measured by the user’s assessment). 
 
4.  LIZY 
 
 LIZY is a stand alone CBIR system that combines a 
dynamic, user-interface with artificial intelligence 
techniques.  The system is written entirely in Java and 
makes use of two SDKs – eVe [25] and JOONE [26].  
Our initial goals in creating LIZY were to explore CBIR 
user-interfaces design  questions and to create a modular 
extensible system that could serve as the basis for future 
CBIR research and system development. 
 The user interface for LIZY is divided into three 
panels.  Figure 3 shows the user interface.  The left-hand 
panel of LIZY’s user-interface provides a sketching tool 
similar in functionality to the one that is used in 
Blobsketch [27].  This sketching tool supports the 
insertion of basic shapes (circles, rectangles and straight 
lines), free-hand drawing and color selection.  The upper 
right-hand panel of the interface incorporates a relevance 
feedback tool similar to that used in a number of CBIR 
systems [28, 29, 30].  Despite these similarities, the user 
interface for LIZY is significantly different from these 
previous systems because it incorporates intelligent user 
interface agents (UIAs) that use both an expert system 
and a neural network to support the sketching and 
relevance feedback portions of the user interface.  The 
sketching and relevance feedback portions of the user 

interface function independently, thereby allowing users 
to switch between the two at will. 
 
 

 
 

Figure 3: LIZY User-Interface 
 
 
 The UIA associated with the sketching tool uses an 
expert system to provide suggestions on how to refine 
the sketch in order to reduce the number of possible 
images being presented for consideration.  The expert 
system’s rulebase is composed of rules that focus on the 
colors and shapes in the sketch.  For example, there is a 
set of rules that use the information obtained from color 
histograms of the various blobs present in the input 
sketch.   For example: 
 
 [RULE 3]:  IF blob is green OR light green 
      THEN blobType7 
 
There is also a set of rules that focus on the number and 
relationships of regions within the sketch.  For example,  
 
 [RULE 12]: IF blob is white AND 
  isEnclosed in a bright blue blob 
  THEN blobType23 
 
 [RULE 31]:  IF region contains blobType23  
  AND isLocated above blobType7  
  THEN blobType50  
 
Finally, there is a set of rules that use information 
obtained from an analysis of the images in the image 
database to generate suggestions.  For example: 
 
 [RULE 66]: IF blobType7 AND sketch does 
  NOT contain a bright blue blob  
  THEN suggestion22 



 
 The UIA associated with relevance feedback tool 
uses a neural network to help in determining what 
images to display.  The training set for the neural 
network is derived from previously completed searches.  
 
5.  Test Environment 
 
 The experiment procedure used to evaluate LIZY 
was similar to the task-oriented approach proposed by 
Sormunen [31].  The subjects’ task was to use the 
prototype CBIR system to locate illustrations for a short 
narrative about a specific geographic location.  A 
questionnaire was used to divide the test subjects into 
two groups – experienced and novice.  Subjects were 
then classified as experienced if they had used a browser, 
a database management system such as Oracle or Access, 
and some type of drawing software such as Visio.  
Subjects were classified as novice if they did not have 
this experience. 
 After reading the general instructions, the image 
location task to be performed required subjects first to 
choose and read a short narrative about a specific 
geographic location.  Eight different geographic 
locations were provided.  Following this, subjects were 
asked to “visualize” the two images they believed would 
best illustrate the passage they had just read.  They then 
were asked to explain to the experiment administrator the 
images for which they intend to search.  Subjects began 
their search by using either the sketching tool or the 
relevance feedback tool.  Subjects continued until they 
found two images they wished to use to illustrate the 
passage.  Each subject completed this image location 
task twice, the second time for a different location.  The 
second task was performed immediately after completion 
of the first. 
 The image database used in the experiment was 
created using the Groundtruth Database.  The 
Groundtruth Database is freely available and currently 
maintained by the Department of Computer Science and 
Engineering at the University of Washington. 
 
6.  Results 
 
 Figure 4 provides an overall summary of the 
effectiveness of LIZY based upon the evaluation metric 
developed in this research project.  Based upon this 
metric, both experienced and novice subjects were more 
effective on the second trial.  The overall mean for trial 
one was 0.3022 with a standard deviation of 0.370.  The 
overall mean for the second trial was 0.7328 with a 
standard deviation of 1.101.  A matched-pairs t-test 
indicated that the difference between the first and second 
trials was significant (df=17, t=2.1098, p< 0.05).  In 
addition, the metric showed that experienced subjects 

performed the tasks more effectively than novice 
subjects.  The overall mean for experienced subjects was 
0.55125 with a standard deviation of 0.485.  The overall 
mean for novice subjects was 0.4905 with a standard 
deviation of 1.053.  The results of a 2-sample t-test 
indicated the difference between the experienced and 
novice subjects was not significant (df=28, t=2.0484, 
p<0.05). 
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Figure 4:  Summary Results  

 
 Figure 5 provides a summary of the user satisfaction 
values.  Subjects gave the system a higher usability 
rating on the second trial.  The overall mean user 
satisfaction value for trial one was 5.778 with a standard 
deviation of 2.942.  The overall mean satisfaction value 
for trial two was 6.444 with a standard deviation of 3.053.  
A matched-pairs t-test indicated that the difference 
between the first and second trials was significant (df=17, 
t=2.1098, p< 0.05).  Experience subjects gave the system 
a slightly higher satisfaction rating than novice subjects.  
The overall mean user satisfaction rating for experienced 
subjects was 7.875 with a standard deviation of 1.586.  
The overall mean satisfaction rating for novice subjects 
was 4.700 with a standard deviation of 3.097.  A 2-
sample t-test indicated the difference between the 
experienced and novice subjects was significant (df=29, 
t=2.0452, p<0.05).   
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Figure 5:  Summary of User Satisfaction  



 Figure 6 provides a summary of the image retrieval 
time values.  Novice subjects completed the second 
image retrieval task faster than the first.  However, 
experienced users completed the first image retrieval task 
faster than the second.  The overall mean retrieval time 
for trial one was 459.056 seconds with a standard 
deviation of 377.992 seconds.  The overall mean 
retrieval time for the second trial was 290.278 seconds 
with a standard deviation of 172.201 seconds.  A 
matched-pairs t-test indicated that the difference between 
the first and second trial was significant (df=17, t=2.1098, 
p< 0.05).  Experience subjects required less time than 
novice subjects to retrieve their target image.  The 
overall mean retrieval time for experienced subjects was 
257.625 seconds with a standard deviation of 134.280 
seconds.  The overall mean retrieval time for novice 
subjects was 468.300 seconds with a standard deviation 
of 364.509 seconds.  A 2-sample t-test indicated the 
difference between the experienced and novice subjects 
was significant (df=25, t=2.0595, p<0.05). 
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Figure 6:  Summary of Retrieval Times 

 
 

 7.  Findings 
 

 The high effectiveness ratings obtained by 
experienced users, coupled with the fact that novice users 
where more effective on the second trial, provides direct 
evidence for the hypothesis that Iterative sketching that 
is enhanced with non-image attribute information 
increases both the accuracy and the speed of image 
searches.  The high usability ratings assigned to LIZY by 
experienced users provides further evidence for the 
validity of the hypothesis.  In addition to these two 
findings, the increase in usability ratings given by both 
novice and experienced users on the second trial, 
provides additional evidence for the validity of this 
hypothesis.  
 Somewhat surprisingly, although novice users 
completed the second trial significantly faster than the 
first trial, experienced users took slightly longer to 

complete the second trial.  This outcome is explained by 
the behavior (comments made) of several users while 
performing the second trial.  After having found an 
image that they were satisfied with they continued 
searching for the “perfect” image.  Several of them made 
the comment, “I am happy with this image but I want to 
keep looking.”  This behavior is best interpreted as a sign 
that the system is usable and effective, and is not a 
reflection on the amount of time taken to find an image.  
Despite this one anomaly, the average retrieval times of 
both novice and experienced users indicate that LIZY is 
efficient in terms of the time it takes to locate an image.  
 
7.  Conclusion and Future Work 
 
 The LIZY system demonstrates the effectiveness of 
providing users with an interface that allows them to 
sketch an image, interact with a relevance feedback tool 
and provides them with query refinement suggestions.  In 
addition, it provides a model on how intelligent UIAs 
can be used in CBIR systems.  LIZY’s modular design 
also serves as the basis for further CBIR research and 
system development.  This future work should address 
refining the rulebase for the sketching UIA and 
expanding the number and types of inputs used in the 
relevance feedback UIA neural network. 
 A CBIR evaluation metric should be objective, 
quantitative, intuitive and compatible with the user’s 
own evaluation.  The proposed CBIR evaluation metric 
was used to evaluate LIZY.  Preliminary and very 
limited results have shown this to be a very promising 
metric.  However, more extensive testing efforts will 
need to be made to validate the metric and assure its 
applicability to CBIR systems in general before any 
general conclusion can be drawn. 
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